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There and back are not the same. A robot’s velocity envelope is measured, not designed, and it is not centrally symmetric; its gauge is therefore

a non-reversible Finsler metric whose forward distance is exactly the minimum travel time, and flow matching amortizes that metric’s geodesics into a field
that answers a planning query in one ODE solve. (a) The envelope of two very different bodies against the symmetric part a reversible metric is confined
to. (b) Level sets of the forward distance in a drift field are displaced rather than centred, and the plans are integral curves of the learned field. (c) Time a
planner loses by using the symmetric part, on a simulated humanoid, a UR5 and 192 held-out SE(2) poses.

Abstract—Robot motion capabilities are direction dependent:
walking forward and backward, or moving with and against
a flow, take substantially different times, and the Euclidean
and Riemannian metrics that geometric planners rely on are
reversible and cannot express that. We introduce Finsler flow
matching, which reads the gauge of a robot’s measured velocity
envelope as a non-reversible Finsler metric, whose forward
distance is exactly the minimum travel time, and uses its geodesics
as the conditional paths of a flow-matching model. Two properties
of non-reversible geometry have to be respected, and we give
both: the direction towards a goal is not the negative gradient of
the distance, and the loss weight must not depend on the sampled
endpoint. Across SE(2) pose planning, spatially varying drift
fields and obstacle environments, the learned planner matches
exact time-optimal geodesics to within 0.3%, where Euclidean
and symmetric Riemannian conditional paths cost up to 2.6x
and 1.13x. Conditioned on the envelope, one field also plans
for capability it has never seen, at 13-29 ms per query, where a
grid solver rebuilds its graph for every new metric. A simulated
Unitree H1-2 humanoid reaches goals behind and beside it up to
29% faster when its planner knows the asymmetry. On hardware,
one envelope-conditioned network plans for a Unitree Go2 under
three capability conditions and for an H1-2, from measured
envelopes, and adapts to a payload attached mid-run at the next
control step. Videos of every result, the code and the derivations
are at https://rcilab.khu.ac.kr/finsler,

I. INTRODUCTION

Robot motion capabilities are rarely symmetric. A legged
robot walks forward faster than backward and sidesteps slower
still, a vehicle turns more readily to one side, an arm that
may approach a workpiece only slowly enough to keep the
transferred energy within a safety limit can retract from it at
full speed, and wind or current assists motion in one direction
while opposing it in the other. The set of velocities a robot can
sustain at a configuration, its velocity envelope, is therefore a
convex body that is not centrally symmetric, and the minimum
time to reach a goal depends on the direction of travel.

Geometric planners and geometric generative policies en-
code motion cost with a Euclidean or Riemannian metric.
Both are reversible, ||v]l¢ = || — v||g, so the local cost of
moving backward equals that of moving forward. A reversible
metric can express anisotropy (moving sideways is expensive)
but not asymmetry (moving backward is more expensive than
moving forward). A planner built on the symmetric part of an
asymmetric envelope backs up at the wrong speed, approaches
goals from the wrong side, and misjudges travel time.

Finsler geometry replaces the quadratic norm by a direction-
dependent norm F'(g,v) that is positively homogeneous but
not necessarily even. The gauge function of the velocity
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envelope is such a norm, and its forward distance is exactly
the minimum travel time, so the planning geometry is de-
rived from the measured envelope rather than designed. Its
geodesics, however, are as expensive to compute as any time-
optimal control solution: a boundary value problem per query,
or a graph search whose memory grows exponentially with
dimension. We amortize them with flow matching, which is
not a matter of swapping the metric in an existing method.
Forward and reverse geodesics differ, so the log map to a
goal cannot be obtained by negating the log map from it; the
fundamental tensor depends on velocity, so the natural metric-
weighted regression loss weights each training sample by its
own target and biases the learned flow; and the gradient of
the distance function is no longer the negative of the geodesic
direction.

Related work. Riemannian motion policies and geometric
fabrics shape motion by pulling back Riemannian metrics
through task maps [? ? ], and ? ] generalized fabrics to
Finsler energies for second-order behavior design; learned
Riemannian manifolds yield geodesic motion skills [? ]. None
of these plan time-optimal paths under an asymmetric velocity
envelope. Time-optimal navigation in a flow is Zermelo’s
problem [? ], whose solutions are geodesics of a Randers
metric [? ] and are computed per query by anisotropic fast
marching [? ] or level-set methods [? ]. Flow matching [?
? ] and its Riemannian extension [? ] regress a vector field
from conditional paths, metric flow matching [? ] learns the
Riemannian metric that shapes those paths, and Riemannian
flow matching policies [? ], diffusion policies and diffusion
planners [? ? ? ] generate robot motion on symmetric ge-
ometries. Streaming flow policies [? ] treat the flow trajectory
as the action trajectory, a viewpoint we adopt for planning.
All of these assume a reversible metric, whereas robot ve-
locity envelopes and drift fields are generally non-reversible;
quasimetric reinforcement learning [? ] learns asymmetric
value functions but provides no geometry with geodesics
to plan along. Traversability estimation [? ? ] and learned
locomotion controllers with velocity-command interfaces [? ?
] characterize what a robot can do; we identify the closed-loop
reachable velocity envelope of such a controller and use it as
the planning geometry, without identifying the full dynamics.

Contributions. (1) We represent asymmetric robot capability
as the Finsler metric induced by the velocity envelope, so that
the minimum-time planning geometry is measured rather than
designed, with an interpretable Randers (Zermelo navigation)
family and a structured learnable family of smooth, strongly
convex metrics fitted from rollouts. (2) We construct flow-
matching conditional paths and target fields from Finsler
geodesics, taking the target from the forward distance through
the Legendre transform and extending it to left-invariant
metrics on SE(2) for body-frame envelopes. Two properties
of non-reversible geometry have to be respected for this to
be correct, and we give both: the direction towards a goal
is not the negative gradient of the distance, and the loss
weight must not depend on the sampled endpoint. (3) We
amortize over the capability envelope, not only over starts

and goals. One conditioned field answers a start, a goal
and an envelope it has never seen in milliseconds, where a
grid solver must rebuild its graph for every new metric. We
verify the resulting plans against exact time-optimal geodesics
rather than a discretized reference, and validate obstacles,
extrapolation to unseen asymmetry, envelopes learned from
rollouts, closed-loop disturbance recovery, and execution on a
simulated humanoid and on two robots whose envelopes are
measured, including a capability that changes mid-run.

II. FINSLER FLOW PLANNING

A. Asymmetric capability geometry

Let M be the configuration manifold (R? or SE(2) here)
and B(gq) C T,M the set of velocities the robot can sustain
at ¢: a compact convex body with the origin in its interior. Its
gauge function

F(q,v) =inf{a>0: v/a € B(q)} (1)

is positively one-homogeneous and convex, and we assume it
is smooth away from v = 0 and strongly convex, so that F is
a Finsler metric [? ]. The minimum time from g, to g4 is the
forward Finsler distance

T*(gs,q9) = igf/o F(y(t),%(t)) dt = dr(gs,q4), (2)

since a curve of Finsler length ¢ traversed on the envelope
boundary F' = 1 takes exactly time ¢ and no feasible traversal
is faster; the minimum-time plan is a forward geodesic exe-
cuted at unit Finsler speed. The single property that separates
this geometry from every Riemannian one is

F(q,v) # Fq,—v), lvlle = [l = vl 3)

Two families of F' are used. The Randers metric F'(q,v) =
VUTA(q)v + b(q) Tv with ||b]|4-1 < 1 is equivalent to
Zermelo navigation [? ]: a body whose own velocities fill
the unit ball of a Riemannian metric h, carried by a drift
W with ||[W]|, < 1, has the displaced ellipsoidal envelope
{v : JJv = W|, < 1}, and its dual norm F*(q,&) =
ETW + ||€]|p-1 is closed form. The p-sum family F(q,v) =
(K 1 Li(g)v]P) " + b(g) Tv, with b bounded relative to
L, is positive and one-homogeneous for any parameters, is
strongly convex once a small regularizing ellipsoid is included,
contains Randers (X = 1, p = 1), and approaches box-like
envelopes for large p; its parameters, including p, are fitted
to velocity observations by least squares on the indicatrix
{F = 1}. A legged robot’s envelope is specified in its body
frame by forward, backward, lateral and yaw speeds, and the
left-invariant metric F(q,q) = Fyoay(A(f)71¢) on SE(2),
with A(@) the body-to-world map, carries it to every pose.
Geodesics are integral curves of the Hamiltonian %F*(q, p)?
in general and of the Euler—Poincaré equations in body mo-
mentum on SE(2); the closed forms are in Sec. ?? of the
supplement.

The construction is not specific to legged robots. A ma-
nipulator’s achievable end-effector velocity set J(q)Q is

whereas



anisotropic and configuration dependent, and it becomes non-
reversible as soon as a limit applies to one direction only. A
safe-approach bound keeps the transferred energy %meﬂ“(u)’UQ
below a threshold along the approach direction while retrac-
tion is unconstrained, where meg(u) = (u'A71u)~?t is the
effective mass of the operational-space inertia A. Effective
mass is quadratic in u and therefore reversible by itself; the
asymmetry comes from the constraint being one sided, and
from gravity, which displaces the achievable set exactly as a
drift does. Grasping an object changes A, so a field condi-
tioned on the envelope plans for whatever is in the gripper
without retraining, which is the manipulation counterpart of
the payload conditioning of Sec. ??.

B. Finsler flow matching
192,F? depends on v,
) = Fo,F

The fundamental tensor g, =
and the Legendre transform L(v) = g, (v,
is one-homogeneous but nonlinear, with inverse £71(¢) =

F*(&) 0¢F*(€). The Finsler gradient VI f = £71(df) there-
fore satisfies VI (—f) # —VIf, and the reverse metric
F(q,v) = F(q,—v) has dg(x,y) = dr(y, z). Flow matching
needs the direction towards a goal, which for a non-reversible
metric is not the negative gradient of the distance.

Proposition 1 (Forward geodesic velocity): Let p(xz) =
dp(x,z1). Wherever p is differentiable, the unit-speed mini-
mizing geodesic from x to x; starts with velocity

U(.%‘) = ‘C:;l(_dpm)7 F(U) =1, dp(’l)) =-1 (4)

The proof (Sec. ??) reads p as the distance from x; in the
reverse metric, whose gradient is the arrival velocity of the
reverse geodesic, and uses g, = g_.. Shooting along —V¥'p
instead misses x; even for a constant Randers metric, so
the premetric recipe of Riemannian flow matching does not
transfer verbatim.

Given a start gop and a goal ¢;, the conditional path is the
minimizing geodesic at constant Finsler speed,

EquO (t LquO q1 )
)

D)2 (~dpy),
which satisfies p(q:) = (1 — t)p(qo), the linear schedule of
Riemannian flow matching [? ]; a general decreasing schedule
k(t) replaces 1/(1 — t) by —k/k. For a constant envelope
p(q) = F(q1—q) and (??) reduces to u; = (g1 —q)/(1—t), so
Euclidean optimal-transport flow matching [? ] is the special
case of a constant envelope, and direction-dependent paths
arise exactly when the envelope varies over M or the metric
lives on SE(2). When only the goal distribution is prescribed,
q = Expf;1 (w) for a sampled w gives ¢; and u; in closed
form without any boundary value problem, a Finsler noising
process (Sec. ??); for planning, where starts and goals are both
prescribed, we solve the geodesic boundary value problem
offline.

The training objective is the metric-weighted conditional
flow-matching loss

£=Ey o |[o0tt. a0 140 8) = wlyyy] ©

u(q | q1) = ¢r =

Remark 1 (Admissible loss weights): If the weight M is

positive definite and depends only on (t,¢q;), the popula-
tion minimizer of (??) is the marginal probability-flow field
Elut | g¢], for every such M. If M depends on the condi-
tional velocity u, in particular M = g,,, the minimizer is
(E[M | q;])"*E[Mu; | q], which differs from the marginal
field whenever M and w; are correlated given g;.
The Riemannian choice M = g¢(¢:) is admissible because
gv = g(q); the Finsler analogue g, is not, and Sec. ?? shows
on a three-mode target that it collapses the generated mass onto
the slow direction of a constant Randers metric. We therefore
weight the loss with the identity and let the Finsler structure
act through the conditional paths and targets alone.

C. Amortized planning and execution

The pipeline is

rollouts — & — F, e —vo(- | qqs ) — plan or commands,

)
shown in the strip across the top of Fig. ??. Velocity observa-
tions from command sweeps fit the envelope descriptor & (the
Randers or p-sum parameters, or in the drift-field experiments
the wind strength), which defines F. Training pairs (qo,q1)
are drawn independently from the start and goal distributions;
each geodesic boundary value problem is solved by Gauss—
Newton shooting on the initial momentum with continuation
in the asymmetry and three initial branches, and a grid search
with asymmetric edge costs certifies minimality, discarding
pairs whose geodesic exceeds the grid time by more than 5%
(10% on SE(2)). Obstacles enter as a conformal factor s(q)F,
which preserves the Randers form; there the grid selects the
homotopy class and the discrete Finsler length of the polyline
is polished by gradient descent. Each geodesic contributes 48
samples (¢, g¢, u;) to a four-layer MLP of width 256 with SiLU
activations whose inputs are ¢, the state (z,y and cos @, sin 6
on SE(2)), a goal code and &, trained with Adam for 6-8k
steps at batch 2048; Sec. ?? gives every setting.

At run time a plan is one RK4 integration of ¢ =
vy (t, q | g4, €) from the current pose; executed on the envelope
boundary its Finsler length is its travel time and its final
velocity magnitude predicts the remaining time. For closed-
loop execution we advance a flow clock t = 74/ T with the
elapsed time 75, and the initial estimate 7' = F(go, vg(0, o)),
re-anchor it when the remaining time implied by the field
magnitude deviates from the clock by more than 30%, and
command the projected body velocity

Eema = (g (vo(tr, qx)) = vo/F (qx, ve), 8

so feasibility is guaranteed by construction and replanning
costs one network evaluation per control step.

III. EXPERIMENTS

The experiments ask three questions: whether asymmetric
geometry improves planning (Sec. ??), whether the geometry
can be learned and generalized (Sec. ??), and whether the
learned planner is practical (Sec. ??).



A. Setup and baselines

All planners share the architecture, training pairs, goal
conditioning and schedule of Sec. II-C and differ only in
the conditional path family. Euclidean uses straight-line in-
terpolation (optimal-transport conditional flow matching [? ]).
Riemannian uses geodesics of the symmetric part /v A(q)v
of the same Finsler metric, the anisotropic but reversible
geometry a Riemannian flow-matching policy [? ] would
use. Finsler uses the geodesics of Sec. II-B. The best-known
reference is a grid search with asymmetric edge costs (32
directions at h = 0.04 in the plane, 98 directions at h = 0.1
and 10° on SE(2)); against geodesics verified by the boundary
value solver it overestimates the true time by 0.4% in the
plane (stable from h = 0.08 to 0.02) and by 2-3% on SE(2),
so ratios below one lie within this band (Sec. ??). We report
three quantities. The travel ratio divides the executed travel
time of the generated plan by the reference time from the start
to the plan’s own endpoint, so it measures how efficiently a
planner covered the ground it covered and cannot be improved
by stopping short. The time-to-goal ratio instead divides by
the reference time from the start to the goal, after adding the
optimal remaining leg from the endpoint, and therefore charges
every reach failure. We also report reach and collision rates
and planning latency.

B. Does asymmetric geometry improve planning?

SE(2) pose planning. The body envelope is a Randers
metric with forward 1.2, backward 0.5, lateral 0.4 m/s and
yaw 1.2rad/s, the asymmetry of a quadruped’s locomotion
controller. The goal pose is the origin, start poses are uniform
in [-2.5,2.5]2 x S1, and 192 held-out poses on a 5 x 5 x 8
grid are evaluated; success requires a final position error below
0.2m and a heading error below 15°. The symmetric baseline
is the reversible ellipsoid with fore—aft speed 0.71 m/s, and the
Euclidean baseline interpolates linearly in (x,y, ). Table ??
and Fig. ?? (top) show that the Finsler planner attains 0.979
of the grid reference time for every bearing of the goal.
Because that reference is itself an upper bound, we also
score the same plans against exact shooting geodesics on
the 98 poses where the grid certifies the geodesic minimal,
which removes the discretization bias rather than bounding it.
Against the exact optimum the Finsler planner sits at 0.998,
its residual accounted for by the 0.2m position tolerance,
while the symmetric and Euclidean baselines sit at 1.064 and
1.212. Optimality here is therefore verified, not inferred from
a coarse reference; Sec. ?? scores the same plans under three
references. The Euclidean planner loses 30% when the goal is
to the side, because it translates laterally at 0.4m/s, and the
symmetric planner loses 9-10% when the goal is behind or
beside the robot, because it cannot distinguish backing up from
walking forward and plans both at 0.71 m/s. The turn—walk—
align maneuver that the Finsler flow discovers on its own is
the qualitative signature of an asymmetric envelope.

These gaps belong to the conditional paths, not to the
networks that learn them. Executed before any learning, the
training paths themselves cost 1.205 of the optimal time for

TABLE I
SE(2) POSE PLANNING, 192 HELD-OUT POSES. EXECUTED TRAVEL TIME
OVER THE REFERENCE TIME, SPLIT BY THE GOAL’S BEARING RELATIVE
TO THE START HEADING; STANDARD ERRORS OF THE OVERALL MEANS
ARE 0.013, 0.011 AND 0.003; EVERY PLANNER SUCCEEDS ON EVERY
POSE; MEAN REFERENCE TIME 3.29S.

Path Ahead Side Behind All ‘Worst
Euclidean 1.237 1.299 1.183 1.254 1.69
Riemannian 1.000 1.100 1.093 1.073 1.61
Finsler 0.960 0.985 0.986 0.979 1.25

the Euclidean family and 1.058 for the symmetric Riemannian
family, against 1.000 for the Finsler geodesics; the learned
fields add two to five per cent on top of those floors. The
learner is correspondingly secondary to the geometry. Trained
on the identical Finsler geodesics, and for four times as many
steps as our flow, a trajectory regressor reaches 1.010 and a
trajectory diffusion model in the style of ? ] reaches 0.996,
against 0.979 for the flow, which answers a query in 0.6 ms
against the diffusion sampler’s 4.6 ms. The geometry buys the
time and transfers to whatever learns it; what the flow adds is
a field over the whole state-time domain rather than a single
trajectory from a single start, so one model serves both as the
planner and as the feedback law of Sec. ??.

That parity is a property of this benchmark rather than
of regression. Because the metric is left invariant, every
SE(2) query reduces to the same goal and has one dominant
homotopy class, so the last waypoint is a constant a regressor
can memorize. On the planar drift field, where two goals are in
play and the channel-core goal is approached by two symmet-
ric branches, the same regressor trained on the same geodesics
reaches 1.299 of the optimum with a worst case of 5.41,
against 0.978 and 1.12 for the flow, because a deterministic
map from start to waypoints must average branches that a
flow keeps apart. A trajectory diffusion model reaches 1.045
there; its reach rate is not comparable to the other two, since
Diffuser-style conditioning pins the final waypoint to the goal
by inpainting whereas the flow and the regressor have to arrive
on their own. The mechanism therefore matters exactly where
the solution is multi-modal, and is close to irrelevant where it
is not; Sec. ?? gives both benchmarks in full.

Spatially varying drift field. A Randers field on R? models
a head-wind channel W(z) = (—Be=*2/*",0), w = 0.8,
whose core slows eastward motion to speed 1 — /3. Starts are
uniform in a western box, goals are two blobs at the channel
core (2.5,0) and the channel edge (2.5,1.6), and 98 held-
out queries are evaluated at 3 = 0.9 (Fig. ??, bottom). The
Finsler planner is time-optimal to within the reference error,
with a mean travel-time ratio of 1.000 & 0.001, a median of
0.998 and a worst case of 1.02. Euclidean conditional paths
cost 2.55% on average and 6.3x for core-to-core queries, and
the Riemannian planner, which knows the anisotropy but not
the direction of the wind, leaves an 8% gap with a worst case
of 1.21. Charging each plan the optimal remaining leg from
its endpoint, which accounts for the 0.89 reach rate of the
curved-path planners at the slow core goal, gives time-to-goal
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Goal-conditioned plans from held-out starts, head-wind channel B = 0.9. Same (start, goal) pairs, only the conditional path geometry differs.

Euclidean paths (OT-CFM)
mean travel/optimal = 2.55, reach<0.35: 0.99

Riemannian paths a(x) (RFM)

mean travel/optimal = 1.08, reach<0.35: 0.89

Finsler geodesic paths (ours)
mean travel/optimal = 1.00, reach<0.35: 0.89

Fig. 2.

Riemannian versus Finsler plans. Top: SE(2) plans to the origin pose from held-out start poses; Finsler plans turn towards the goal, walk forward

and align the heading at the end, the symmetric planner backs up to goals behind the robot at the averaged fore—aft speed, and the Euclidean planner slides
sideways. Bottom: plans in the head-wind channel (8 = 0.9) for the same start—goal queries; Euclidean paths cross the channel core at speed 0.1, Riemannian
paths detour but enter the core goal from the upwind side, and Finsler paths detour widely and enter the core goal downwind, reproducing the structure of
Zermelo-optimal paths. Time-to-goal over optimal, averaged over 98 queries: Euclidean 2.58, Riemannian 1.15, Finsler 1.06.

ratios of 2.58, 1.15 and 1.06. Weakening the wind to § = 0.7
shrinks the Euclidean loss to 1.47 x and leaves the Riemannian
gap (1.06) and the Finsler optimality (1.00) unchanged.

A manipulator instance. The construction is not par-
ticular to legged robots. In the shoulder—elbow plane of
a URS, which carries the arm’s real link lengths, link
masses and 120°/s joint limit with the rated 5kg payload,
the achievable end-effector velocity set is {v lu;] <
wi, g(q)Tu < Ppaxt with u = J(¢)"'v, so the gauge
is max(|u1 /w1, |ua| /w2, max(0, g(q) "u)/Puax)- The power
budget binds only when the motion consumes gravitational
power, which makes the envelope non-reversible as a matter
of physics rather than modeling. Gravity alone nevertheless
leaves the routes untouched, as the closed-drift analysis of
Sec. ?? predicts: gravitational power is the derivative of
a potential, the asymmetric part of the metric is therefore
a closed one-form, and the symmetrized metric 3(F(v) +
F(—v)), which keeps the anisotropy and discards only the
asymmetry, plans within 0.4% of the optimum. Power-and-
force limiting adds an asymmetry that is not closed: capping
the energy transferred on contact bounds the closing speed

2 B ax /Meg (), With meg(R) = (AT JM~1JTh)~! the
effective mass along the approach direction, and leaves retreat
unbounded; effective mass is quadratic in the direction and
so reversible by itself, and the asymmetry lies entirely in the
constraint being one sided. What that costs an arm is not what
it costs a walking robot. Over four approaches to a workpiece
the symmetrized metric picks routes within 1.0% of optimal,
so route selection barely changes, while an isotropic metric
loses 16.4%; but the symmetrized metric underestimates the
travel time of its own plan by 45.5%, because the end effector
rises at 0.51 m/s where it descends at 0.78. For a manipulator
the geometry therefore buys a travel time that can be believed,
which is what a cycle-time budget consumes, rather than a
shorter route; where the asymmetry turns with the body or
varies across space, as in the settings above, the route changes
too.

Obstacles. Three discs enter the metric as a conformal factor
s(x)F with s = 1+ 300((r + 0.05 — d)/0.08), so all three
planners are obstacle-aware and differ only in wind awareness
(Fig. ??a). Over 98 queries at 5 = 0.9 the Finsler planner
reaches 91% of goals with zero collisions at a median ratio



TABLE II
ENVELOPE IDENTIFICATION FROM NOISY ROLLOUTS ON SE(2). RADIAL
ERROR OF THE FITTED INDICATRIX AGAINST THE TRUE p-NORM
ENVELOPE, AND EXECUTED TIME OVER THE TRUE OPTIMUM FOR PLANS
MADE UNDER THE FITTED GEOMETRY (96 POSES).

Geometry Err. Err. Mean Med. Worst
mean max

Symmetric (Riem.)  15.1% 63% 1.126 1.059 1.74

Randers 9.0% 28% 1.036 1.031 1.14

p-sum Finsler 7.2% 19% 1.023 1.016 1.12

of 0.999 and a worst ratio of 1.05; the Riemannian planner,
which routes around obstacles but not around the wind, reaches
71% and collides in 5% of queries at a median of 1.064 and
a worst of 3.29, and the Euclidean planner triples the travel
time (median 2.97).

C. Can the geometry be learned and generalized?

Envelopes from rollouts. The true envelope is an asymmetric
p-norm box (p = 4; forward 1.2, backward 0.5, lateral
0.4m/s, yaw 1.2rad/s), whose flat faces place it outside the
strongly convex families of Sec. II-A. We command 6000 body
velocities, observe their projection onto the true envelope plus
noise of standard deviation 0.02, and fit each family by least
squares on the saturated observations with a hinge penalty on
the interior ones (Fig. ??, bottom left). Plans computed under
the fitted metric are executed under the true envelope from
96 start poses. Table ?? carries the central result: discarding
the asymmetry costs 13% on average and 74% in the worst
case, a one-term Randers fit with 9% mean radial error already
plans within 3.6% of the true optimum, and the learned p-sum
fit within 2.3%. Radial error converts into a much smaller
planning loss because time-optimal paths use the forward and
turning faces of the envelope, which every asymmetric fit
captures.

Unseen asymmetry strengths. A single field vy(t,z | g, )
is trained on channel pairs whose wind strength is drawn
from 8 ~ U(0.30,0.85), each pair with its own geodesic, and
tested at an interior strength and at two strengths outside the
training range (Fig. ??b). Finsler plans remain time-optimal
at 5 = 0.9 and 0.95 (mean 0.999 and 1.000, worst 1.05 and
1.10), where the Euclidean loss grows to 2.5x and 3.7x and
the Riemannian gap to 7-8%. The planner has learned the
geometry as a function of the capability descriptor rather than
the optimal field of one environment; we scope the claim as
extrapolation over a one-parameter family of envelopes.

Execution on robots. We close the pipeline (??) on a
Unitree H1-2 humanoid in MuJoCo [? ], driven at 50 Hz by
Unitree’s pretrained velocity-command locomotion policy [?
]. Since that policy is trained on symmetric command ranges,
we impose the asymmetric command limits of a deployment
interface on it (v, € [-0.5,1.2], v, € [-0.4,0.4] m/s,
w € [—1.2,1.2]rad/s) and identify the envelope that results.
A sweep of 80 command directions at 5 magnitudes (400
rollouts, 1s settling and 5s hold, achieved velocity averaged
over the last 3 s, no falls) fits a Randers envelope with forward

1.20, backward 0.65, lateral 0.50 m/s and yaw 1.7 rad/s, whose
symmetric part has fore—aft speed 0.84 m/s. Plans under the
identified metric are executed as 20Hz body-velocity com-
mands at 90% of the envelope speed by the feedback rule
(??), tracked by the locomotion policy (Fig. ??, top); Sec. ??
gives the protocol. Knowing the asymmetry makes the robot
29% faster to a goal 2.5m behind it with reversed heading
(4.8 against 6.7s; it turns and walks instead of backing up),
23% faster to a goal 2 m beside it (4.0 against 5.2s), and 22%
faster to a goal 2.5m ahead (3.0 against 3.8s), where the
symmetric planner walks at its averaged speed; no run falls.
We measure the envelope of the stock locomotion controller of
a Unitree Go2 quadruped from motion-capture odometry under
three conditions, nominal, a 5kg payload and a conservative
gait mode, obtaining forward, backward and lateral speeds of
1.5/0.6/0.5, 1.1/0.45/0.4 and 0.8/0.3/0.3 m/s and yaw rates
of 1.5, 1.2 and 1.0rad/s, and of a Unitree H1-2 humanoid,
obtaining 1.1/0.45/0.35 m/s and 1.2 rad/s. Neither asymmetry
is imposed; both are what the shipped controllers do. A single
SE(2) field conditioned on the four envelope speeds, trained
on geodesics of envelopes sampled around these values, plans
for every condition and for both robots. Over twelve trials per
task and condition the Finsler planner arrives 27-33% earlier
than the symmetric planner on the quadruped (4.4 against 6.5 s
nominal, 5.6 against 8.1s with payload and 7.3 against 10.9s
in the conservative mode for the goal behind with reversed
heading) and 24% earlier on the humanoid, the travel-time
estimate of the open-loop plan is within 12% of the executed
time, and no trial fails. Conditioning on capability is what
makes this one model rather than five: attaching the payload
during a run changes the descriptor, and the same field returns
the new time-optimal plan at the next control step, where a grid
planner would rebuild its graph in 9.9s. Only the descriptor
changes across conditions and across robots; the network, the
feedback rule and the controllers are identical.

D. Is the learned planner practical?

Latency. Fig. ??c compares the learned planner with the
classical solvers that produced its training data, on the same
CPU without a GPU. A full plan with 50 RK4 steps costs
13 ms in the plane and 29ms on SE(2) (51 and 130 ms with
200 steps), a batch of one hundred queries costs 0.7 and 1.5 ms
per query, and one evaluation of the feedback field costs 3 us.
Grid search is competitive in the plane but on SE(2) needs
a 10s graph of 14 million edges plus 330 ms per new goal,
with memory growing as A%, and the shooting solver costs
22 and 75s per query.

The sharper point is what the query ranges over. A grid
reference is built for one metric: change the envelope, because
the robot picked up a payload or the terrain changed, and the
graph must be rebuilt from scratch, which is the 0.14s and
9.9 s of Fig. ??c rather than the per-goal sweep. The envelope-
conditioned field answers a start, a goal and an envelope
it has never seen in the same 13-29ms, at the optimality
reported in Sec. ?? for 5 = 0.9 and 0.95 outside its training
range. Amortization over the capability descriptor is therefore



Goal-conditioned plans with obstacles (grey), head-wind channel B = 0.9. Obstacles are a conformal factor of each metric; only wind-awareness differs.

obstacle-aware Euclidean paths
travel/optimal 2.62, collisions 0.00, reach 0.84

5 - S —

(b) unseen wind strength

obstacle-aware Riemannian a(x) paths
travel/optimal 1.14, collisions 0.05, reach 0.71

obstacle-aware Finsler paths (ours)
travel/optimal 1.00, collisions 0.00, reach 0.91

(d) SE(2) closed loop
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Fig. 3. (a) Plans with three obstacles in the head-wind channel; all planners are obstacle-aware, and the Finsler planner combines obstacle clearance with

a downwind approach (reach 0.91, collisions 0, median ratio 0.999, worst 1.05). (b) One [S-conditioned planner trained on 8 € [0.30,0.85] and tested at
unseen wind strengths. (c) Per-query latency of the learned planner against the solvers that produced its training data. (d) SE(2) closed-loop execution under
disturbances; all methods reach every goal, and the Finsler feedback field matches the reference value-function descent.

a difference in kind rather than a constant factor, and it is the
regime a robot whose envelope drifts during operation actually
lives in.

Closed-loop disturbances. On SE(2) the flow at t = 0 is
the initial velocity of the learned time-optimal path from the
current pose; re-evaluated every 0.05 s and executed by (??) it
is a feedback law. Fig. ??d reports 192 poses under slip noise,
an unmodeled lateral drift of 0.15m/s, and 0.3 m pushes every
2, against greedy descent of the reference value function.
The Finsler field matches or beats the reference under every
disturbance (0.951-0.998 of the undisturbed optimum) with
success rate one, while the symmetric field loses 4-11% and
the Euclidean field 20-34%. In the planar field, where the start
distribution covers only part of the workspace, the streaming
clock of Sec. II-C keeps the flow on its learned support:
the streaming Finsler flow succeeds on every run under slip,
+30% wind gusts and pushes, at 0.97-1.01 of the optimal
time. Section ?? carries every row behind these summaries.
Finsler flow matching thus preserves the planning quality of
the numerical solvers while amortizing the online computation,
and one model covers both regimes: the field that generated
the open-loop plan is the feedback law that executes it.

IV. LIMITATIONS

Our formulation assumes smooth, strongly convex velocity
envelopes; strictly nonholonomic systems with zero lateral
mobility call for a sub-Finsler extension. Planning quality
inherits the accuracy of the identified envelope, and a deter-
ministic flow commits to a single homotopy class per query
where several are equally fast, which closed-loop replanning
resolves at execution time. The present experiments address
low-dimensional locomotion planning with envelope descrip-
tors of a few parameters and fixed obstacle layouts; higher-
dimensional configuration spaces, map-conditioned obstacles
and envelopes that change online during execution are natural
extensions of the same construction.

V. CONCLUSION

Robot capability envelopes are generally asymmetric and
therefore cannot be represented faithfully by a reversible
Riemannian geometry. Finsler flow matching converts these
envelopes into conditional geodesic paths, with the target
field taken from the forward distance through the Legendre
transform and the loss weight kept independent of the sampled
endpoint, and amortizes their solution into a fast planning
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Fig. 4. Robot execution and learned envelopes. Top: the simulated H1-2 walking to a goal 2.5 m behind it with the heading reversed, under the two planners,
with the goal pose and the path walked so far drawn into the scene. The symmetric planner cannot distinguish reversing from walking and swings out sideways;
the planner that knows the identified envelope turns in place and walks straight in, arriving 29% earlier. Bottom left: sections of the true p-norm envelope
and the indicatrices fitted from noisy rollouts; the symmetric fit averages forward and backward speeds and misses both. Bottom right: Go2 envelopes under

three conditions and the corresponding executions.

flow. The resulting planner retains near-reference travel time
across learned capabilities, obstacles, unseen asymmetry levels
and closed-loop disturbances, where Euclidean and symmet-
ric Riemannian planners lose up to 2.6x and 1.13x. One
conditioned field covers a quadruped and a humanoid, and
a capability that changes while the robot is moving, which is
what a geometry built from the measured envelope buys over
one that is designed.

APPENDIX: SUPPLEMENTARY MATERIAL

The supplement carries what the page limit leaves out,
in this order. Finsler preliminaries and closed forms: the
Randers—Zermelo correspondence and its closed-form dual
norm, the sum and p-sum families with their fundamental ten-
sor, and the Euler—Poincaré equations for left-invariant metrics
on SE(2). Proofs: the forward geodesic velocity of Prop. ??,
the conditional target field and its schedule, the loss weights
of Rem. ??, and the closed-drift argument that explains why

gravity alone leaves routes untouched. Experiments: the loss-
weight study on a three-mode target, the boundary-value-free
construction, training data and hyperparameters, the resolution
convergence of the grid reference, the scoring of SE(2) plans
against exact geodesics, a learner ablation against trajectory
regression and a Diffuser-style trajectory diffusion model,
the full result tables, the H1-2 simulation protocol, and the
demonstration-tracking study. Videos of every result in this
paper, the source, and the identification and planning scripts
are at https://rcilab.khu.ac.kr/finsler.
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